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	From the Editor

Dear Atlanta-OAUG Members,

Welcome to this edition of our newsletter. I hope that you will find the content interesting and useful. We look forward to continued contributions from you.

Sincerely,

Satyakanth (satyakanth@bosscorporation.com)
Coordinator’s Corner

Volunteer Opportunities – 2004
· Speakers to give 35-40 minute main presentations.

· Facilitators to lead the informal breakout sessions.

Future Meeting Dates

2003 - Oct 17 and Nov 21. 
2004 – Jan 16, Mar 19, May 21, Aug 20, Oct 15, Nov 19
Deadline for contributions to November newsletter – Oct 25
Credit is given to all contributors.
· Submit in a Word document attached to an email.

· Length – 2 – 4 paragraphs.  Maximum – 300 words.

Brenda Carlton, Atl-OAUG Coordinator, bcarlton@sprynet.com



Functional

Implementing Multi Currency Price List (MCPL)

Overview:

Multi Currency Price List provides the functionality for the users to maintain prices in a single Price list with one base currency and define multiple currency conversion rates and currency specific markup/markdown equations. 

How MCPL works:

When a pricing request is made from Order management, the engine will convert the price on the base price list to the ordering currency and return the new price in the ordering currency. 

If the functional currency of the operating unit / Legal entity is USD and if the orders need to be taken in foreign currencies like Euro, then MCPL functionality enables the organization to just maintain the price list in the base currency (USD). It will use the currency conversion defined in GL to calculate the price for Euro. If there is any markup/markdown or any formulas for the Euro currency it will consider that as well when converting USD to EUR. Invoice will be generated in Euro in AR. When this transaction is interfaced to GL it will be converted back to the functional currency (USD) 

Requirement:

Need to upgrade Oracle applications to 11.5.8 to get the Multi currency price list functionality

Features:

· Flexible currency conversion options

· Ability to define markup/markdown criteria per currency definition 

· Ability to define currency specific rounding for the converted selling price 

· Ability to define multiple conversion criteria based on pricing attributes for the same currency 

Configuration Steps:

· Set Profile options for MCPL

· Run Concurrent program to convert to MCPL

· Multi currency conversion setup definition

· API to default currency (Not provided by Oracle)

Details for each of the configuration steps are explained in the latter sections

Limitations:

Users need to manually select the currency when the sales order is entered. Oracle does not have the ability to default the right currency based on customer Ship-To or Bill-To country or any other business rules. 

Enrich IT had developed a standard API using Oracle’s Defaulting rule extension package to default the currency automatically. More details on this API are outlined in the ‘API to default currency’ section.

Currency conversion Options:

Oracle out of the box provides multiple options to derive the currency conversion rates. Currency conversion table used in GL will be shared by MCPL program also. If needed a fixed conversion rate just for MCPL can also be used. It supports entering the currency conversion rate while doing the transaction in OM as well. Following are the different conversion options that can be used

· Fixed Conversion Rate just for MCPL

· Oracle Seeded Conversion Types

a) Corporate

b) Spot

c) EMU fixed

d) User defined

· Transaction conversion method

· Conversions based on Formula

Currency conversion could be maintained in Daily, Weekly or Monthly basis.

If necessary you could use a separate currency conversion type just for MCPL.

Data Conversion:

Before converting to MCPL, certain data conversions need to be done if you already have defined price lists in foreign currencies and have attached those to customer site or other entities. If you are not using foreign currency price lists currently then no data conversion is involved

Below are the steps involved in the data conversion process

· Extract all the foreign currency price list into Excel

· Disable foreign currency price list 

· For entities (customer ship-to / Bill-to sites, Order types, Agreements etc) having foreign currency price list, programmatically update the price list to base currency price list 

· Enable a DFF at the customer site level and capture the Currency code (Optional Step)

[In the next issue of this newsletter, we will discuss the detailed steps for MPCL configuration]

Arul Murugan, CPIM is a principal consultant with enrich IT and he has about 10 years of experience in implementing Oracle applications for various global organizations. He can be contacted at 404-723-1405 or e-mail to arul@enrichIT.com
Technical
Conquer the Data Growth Beast …2
Application Data Lifecycle Management for High Performance and Storage Savings 

In the last edition of this newsletter, we had identified the problem of data growth. We 
The Solution: Proactive Application Data Lifecycle Management

Proactive application data lifecycle management understands the business, application, and legal requirements for data.  It delivers a unified view of all enterprise data, incorporating the ability to monitor, forecast and manage data growth across applications, databases and the whole storage infrastructure according to the data’s value to the company at any point in the data lifecycle.  

Understanding application and legal requirements

Not all data is created equal, and the value of any piece of data is likely to change over time. The first step in creating application data lifecycle management as a business best practice is to map the lifecycle of the data with respect to application and regulatory requirements. 

The following questions are important to consider:

· How long does the data remain active? How long does the business process use the data?

· What are the legal requirements affecting the data retention time periods?

· How does the application expect to access the data, and what other data may be linked to it?

For example, many companies close financial transactions on a monthly basis. Even though the monthly data is no longer actively updated once the month is over, some business processes may still require quick access to the information: analysis and trending processes may need up to fifteen months of data, and auditing may require twenty-four months of data. Furthermore the law may require that data be accessible for at least seven years. 

The Lifecycle of Application Data

Understanding the lifecycle of application data is imperative to maximizing storage efficiency. For the simple example previously mentioned above and illustrated in Figure 1, the data is never updated after the first month and is essentially inactive after fifteen months.  Nonetheless, it is a part of the financial database and takes up storage space. As data begins to accumulate, it creates a significant performance drag on the application, frequently decreasing the efficiency of the business processes that use the data. Proactive application data lifecycle management involves identifying both current active and inactive data. 

Creating policy that maximizes the efficiency of the data throughout its lifetime

Data policy must balance the growth of data against application performance. As data becomes inactive, it should be moved out of the primary database to a separate database with the same user interface. This would require an automated move of the business application data, intact, from the primary storage and database to a more cost-effective device. The business policy and procedures would then automate the access and management of that data through the end of its life. With this approach, IT retains an identical user interface for seamless access of the inactive data while focusing resources on maintaining high-performance access to the active data. 

The OuterBay ADM Suite includes the Application Resource Monitor (ARM), which monitors data growth for the establishment of policies; LiveArchive, which identifies inactive application data and automatically moves it to a more cost-effective storage device while maintaining a consistent user access interface; and Instance Generator, which creates relationally intact, smaller subsets of  the database for development and test environments.

More with Less: ADM as a business best practice

An application-aware approach to data lifecycle management is essential to any business. Additionally, any application data lifecycle management solution must be non-disruptive to the business user and must support the entire enterprise, including both production systems (business applications and databases) and development systems (test and development environments).  

Using an automated, policy-based approach to set, preview and enforce the management of data lifecycles will provide:

· Increased application performance – Sun Microsystems gained a 40% system-wide performance improvement after implementing ADM

· Reduce infrastructure costs – Applied Materials realized a savings of $2 million on storage in the first year of using ADM, with a $1 million annual storage savings thereafter.

· Increase business application stability

· Provide automated regulatory compliance

A few enterprises may be comfortable with next year’s budget, and with its ability to provide for amounts of data and increased storage service levels.  The rest of the business world – at least that part of it with an interest in increasing the competitiveness of their IT operations – must look to improve existing operations by better means than simply throwing money at the problem.  They will look for as effective and non-disruptive a solution as is possible, one that provides the greatest possible efficiency in terms of hardware, software and staffing levels.  

A logical first step for these shops will be to ensure that corporate information, wherever it resides, is properly managed throughout the entire data lifecycle.  Proactive application data lifecycle management will prove to be one of the efficient methodologies for attaining this goal.  It is in every sense a “best practice”, one that can be brought to bear on the problems caused by unmanaged data growth and can lay the groundwork for efficient, proficient and purposefully focused data management strategy to conquer the application data growth beast once and for all. 

Ann Skamarock and Michael Karp,

Enterprise Management Associates.
Tech Tip

It seems that no matter how many monitoring tools we acquire there is always one piece of critical information that is not easily accessible.  When we upgraded from Oracle Applications 10.7 to 11i and implemented multiple nodes back in 2000 I could not find any tool that provided information about the relationship between UNIX, Oracle and Oracle Application processes.

During the early period after the upgrade we were experiencing hung sessions, manifested primarily as UNIX processes consuming huge amounts of CPU for long periods of time.  We could see this by running TOP command on our HP_UX servers; however it wasn’t practical to just kill the highest consumers because many times these processes were legitimate.  To add to the confusion we went through several months of rolling out new user sites for Oracle Process Manufacturing at a rate of about one site every two weeks.  This situation made it difficult to diagnose the hung session sessions, and other issues because of the sheer number of variables.  Was the new code the problem?  What about 5 to 10 new inexperienced users coming into the system every other week?  Or perhaps we simply had underestimated the resource requirements needed to handle the growth.  What we knew for a fact was that when overall CPU consumption exceeded 75% the OLTP system slowed down and the phone started to ring.  

For the moment we needed a quick way to get a global view of an offending process to determine if it was safe to kill the process.  Ultimate identification and resolution of the issue causing the problem would have to wait until roll out was complete and a more stable environment was in place.

We scoured the technical forums and logged a TAR with oracle to try and find any documentation that would define the relationship between UNIX’s process id and oracle’s process id.  We got bits and pieces but never the whole picture.  We finally resorted to a brute force effort of looking at values in system views and deducing the relationship.  

In the end it wasn’t that complex.  The PID displayed under TOP is equal to the SPID in the v$process view.  On the other nodes, such as middle tier application servers and concurrent processing nodes the PID is equal to the process in the v$session.  Given this the only missing piece was information about the Oracle Applications session.  As it turns out all of the information that we wanted was in apps.fnd_logins and apps.fnd_user tables.  Working backwards trough the process we created the following application view first:

CREATE OR REPLACE VIEW 
BB_DBA_CURRENT_SESSIONS_V (
USER_NAME, 
USER_ID, 
SID, 
ORACLE_PROCESS, 
UNIX_PROCESS, 
SERIAL#, 
AUDSID)
AS ( 
SELECT DISTINCT 
u.user_name, u.user_id, s.SID, 
p.pid, p.spid, s.serial#, s.audsid

FROM v$process p, v$session s,
apps.fnd_logins l,apps.fnd_user u   

WHERE p.addr=s.paddr 
AND l.pid=p.pid 
AND l.spid=s.process   

AND l.user_id=u.user_id );
Given this view and the information from v$session and v$process the following queries will identify an oracle user and program. If the session is related to Oracle Applications the outer join of the SIDs will cause that information to  be displayed.

Run TOP command on UNIX processor.  

The PID from the UNIX process is the input for variable in either of the statements below:
--data base tier
SELECT s.PADDR,s.SID,s.SERIAL#,s.USERNAME,s.OSUSER,s.PROGRAM, p.SPID, p.pid, u.USER_NAME 

FROM v$session s, v$process p, bb_dba_current_sessions_v u 

WHERE p.spid = &proc_unix 

AND p.addr = s.paddr

AND u.SID(+) = s.SID
--middle tier or parallel concurrent manager
SELECT s.PADDR,s.SID,s.SERIAL#,s.USERNAME,s.OSUSER,s.PROGRAM, p.SPID, p.pid, u.USER_NAME, s.process 

FROM v$session s, v$process p, bb_dba_current_sessions_v u 

WHERE s.process = '&process_id'  

AND p.addr = s.paddr 

AND u.SID(+) = s.SID

The associated SQL being executed can also be displayed by modifying the statements as listed below:

--data base tier with sqltext 
SELECT s.PADDR,s.SID,s.SERIAL#,s.USERNAME,s.OSUSER,s.PROGRAM, p.SPID, p.pid, u.USER_NAME ,SUBSTR(sa.sql_text,1,540) txt

FROM v$session s, v$process p, bb_dba_current_sessions_v u, v$sqlarea sa 

WHERE p.spid = &proc_unix 

AND p.addr = s.paddr

AND u.SID(+) = s.SID
AND s.username IS NOT NULL
AND s.sql_address=sa.address(+)
AND s.sql_hash_value=sa.hash_value(+)
--middle tier or parallel concurrent manager with sqltext
SELECT s.PADDR,s.SID,s.SERIAL#,s.USERNAME,s.OSUSER,s.PROGRAM, p.SPID, p.pid, u.USER_NAME, s.process,SUBSTR(sa.sql_text,1,540) txt 

FROM v$session s, v$process p, bb_dba_current_sessions_v u,  v$sqlarea sa  

WHERE s.process = '&process_id'  

AND p.addr = s.paddr 

AND u.SID(+) = s.SID
AND s.username IS NOT NULL
AND s.sql_address=sa.address(+)
AND s.sql_hash_value=sa.hash_value(+)
Although our major problems with hung session were corrected long ago we still find these queries useful when we notice a suspicious session on a UNIX node.

Roger McCoig 

Oracle Applications DBA 

Boral Bricks, Inc. 
OAUG Business

Atl-OAUG Structure

	Position
	Person
	Email address

	Coordinator
	Brenda Carlton, Consultant
	bcarlton@sprynet.com

	Web Server & Internet Services
	David Rincon, The DBA Group, LLC
	drincon@dbagroup.net

	Web Mistress
	Mary Lou Weiss, Solution Beacon
	mweiss@solutionbeacon.com

	Newsletter Editor
	Satyakanth Abbaraju, BOSS Corp
	satyakanth@bosscorporation.com

	Technical Session Coordinator/
Editor
	Erik Shin, SageWise Group, Inc
	eshin@sagewisegroup.com


October 17th Agenda

8:30 – 12:00

	Vendor Spotlight:
	Julie Johnson

	Member Spotlight: Motorola
	Marge Olmstead, Manisha Patel, Dan Lichter

	Cycle Counting - The Secret to Inventory Accuracy
	Bob Collins, SSI North America

	BREAKOUT SESSIONS:
	

	1. Giving Yourself Options - Using Oracle Assemble To Order (ATO)
	Bob Collins, SSI North America

	2. Product Life Cycle Mgt
	Bill O'Conner, Oracle

	3. Technical - Understanding and Leveraging Oracle 9i Advisories
	Azeem Mohamed, Quest Software

	4. Integration of Oracle Project Accounting with Oracle Project Contracts (OKE)
	Jeff Hill, Mirant


Host October 17: Motorola International
Location: Westin Peachtree, 210 Peachtree Str NW, Atlanta 30303 

Reservations: Libby Vernon, libbyv@motion-international.com, (877) 605-4442
Directions: www.atloaug.org
Highlights: November 21st Agenda

· Financials 11i --New Features through 11.5.9 
· Member Spotlight: Atlanta Housing Authority

· Create Overhead Cost Pools through Oracle MassBudgets and AutoAllocations

· Release 11.5.9 Workflow
· European Implementations

· Technical - How to Troubleshoot 11i Issues

Host November 21: Noetix
Location: Villa Christina, 45 Perimeter Summit Blvd, Atlanta, Georgia 30319
Reservations: Sally Hicks, Sally.Hicks@noetix.com, 425-372-2688[image: image1.png]









� Consistent Performance:  The Key to Competitive Business Advantage .  A Case Study: Sun Microsystems,  OuterBay Whitepaper, Fall 2001.


� Out of Gas on the Biggest Box Made, Now What?, OuterBay whitepaper, Fall, 2001.
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